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Introduction

The DICE account model was developed a number of years ago, against a very different 
computing landscape. The account model itself consists of a single record in a directory 
which describes both a person, and their account. The data model assumes that there will 
be a one-to-one correlation between people and accounts. Whilst the directory supports 
creating accounts for non-user identities, these are created and managed on an ad-hoc 
basis.

The management model is based around scripts which initiate actions on an account, such 
as creation and deletion. Account creation takes information from a number of data 
sources, and populates both the primary user directory and additional directories such as 
the KDC, and AFS pts database. Whilst there are mechanism to keep the directory data in 
sync with the initial data sources, and to keep some of the additional databases in sync 
with the primary directory, these are all developed, and run, in an adhoc fashion. In many 
cases there is no guarantee that a change to the original copy of a piece of data will 
propagate to all of the places that data is stored.

Current Issues

The data and management model of the current system creates a number of challenges 
for some of the new features we are interested in deploying, and with the way in which a 
number of applications are currently implemented.

Application specific directories
Many applications, in particular web based services, do not support using a central direc-
tory. Whilst they can use a central source for authentication, they require a local account 
database. These local databases will generally hold both normal account information such 
as username, forename and surname, along with additional application specific informa-
tion. Web services we have deployed for use with DICE accounts currently populate the 
local database through auto-registration. When a user first authenticates to the service, 
they are either prompted for the additional information, or a one-time query is made 
against the central directory.

Once the local database has been populated, there is generally no mechanism for either 
ensuring the continued validity of the data in it, or of deleting the information when the 
user’s account is removed or disabled centrally.

Historically, the DICE architecture has had a policy of there being “one, true, directory” 
where the establishment of application specific directory services was actively discour-
aged. Whilst discouraging the proliferation of unnecessary directory services is still highly 
desirable, it has become obvious that it is untenable not to deploy additional databases 
with many applications. Unfortunately, the current account management model makes it 
very hard to manage the information in these additional databases. If the auto-registration 
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solution is inappropriate, then support for updating the database must be built directly into 
the account management toolset. This allows the local database to be updated upon ac-
count creation or deletion, but still does not provide for any form of continuous mainte-
nance. Technically, adding additional databases to the account management tools is rela-
tively straightforward. Architecturally, however, it seems undesirable to require that deploy-
ing a new service requires making additions to the account management tool chain.

In addition, the data source separation within the current account management implemen-
tation is poor. The design of the toolset requires that in order to update LDAP or any other 
data source, access to the underlying School Database is required, even if the update 
would never touch data held within that database.

Lightweight accounts
The requirement for “lightweight accounts” was identified a number of years ago, but de-
ployment has always been delayed due to a lack of priority, and a problem with under-
standing exactly what constituted a ‘lightweight’ account. With the current data model, an 
account must be given a complete set of Unix attributes, have a homedirectory, receive 
mail, and have a number of other “heavyweight” settings. “Lightweight” accounts, in this 
model, would have none of these characteristics, and would probably be restricted to ac-
cess to simple web based services.

As our systems fragment, and web services gain in complexity, this model is increasingly 
inappropriate. Heavyweight accounts make a number of assumptions that may not be ap-
propriate, for example the requirement that every account have Unix attributes. The model 
also doesn’t support optional elements, such as allowing some accounts to have AFS 
homedirectories, and others to have NFS ones. It seems likely that future requirements will 
blur the line between ‘light’ and ‘heavy’ weight accounts, where it is possible that we will 
create accounts for external web service users that require access to Kerberized back-
ends.

The new iFriend service only serves to highlight these issues. iFriend allows the creation 
of KDC principals for guest users, but there is currently no way of integrating these princi-
pals with our current authorization system, or of giving them access to any of the non-web 
services we run. This is an artificial division, which limits our flexibility when it comes to 
guest user accounts.

Multi-tier authentication
Another topic of discussion for a number of years has been our requirement for “multi-tier” 
authentication. In this authentication model a user account may have multiple ‘instances’, 
where each instance has differing levels of priviledge. A current, primitive, example of this 
is the /admin instances that computing officers use to access the KDC database. Future 
applications include the need for long-lived instances for access to AFS data by long run-
ning processes, or the need to seperate account access so that different secrets can be 
used for access to different values of information.

Our data model can’t model these instances, as it currently assumes a one-to-one rela-
tionship between users, accounts, and Kerberos principals. AFS’s behaviour, where it re-
quires that instances have unique protection service IDs, in the same way as user ac-
counts, further complicates this problem.



With the current data model, it is only possible to allocate authorization permissions to the 
user account. There’s no way of allocating permissions to a specific instance without turn-
ing that instance into a primary account, and then there is no way of linking multiple ac-
counts to a single user.

This limitation is already causing problems, in particular with managing the deletion of 
/admin principals from users who have left the School. In fact, until recently, staff who left 
4 years ago still had administrative permissions on our KDC.

Being able to delegate the creation of additional instances to the owner of the primary in-
stance is highly desirable. In this system, the user (or other entity) would be able to create 
additional instances at will, and to assign the roles, or entitlements, associated within their 
primary identity to these additional instances as they wish. However, in the future, we may 
wish to have the ability to restrict the assignment of particular entitlements (such as the 
ability to update the KDCs) to instances with particular assurance levels.

Assurance
We currently have no mechanism (short of setting flags directly on the KDC) to specify the 
level of assurance required to authenticate to a particular principals. Levels of assurance 
may be differently defined, but typically they indicate the amount of confidence the system 
has in the identity asserted by the users, generally by examining the mechanism by which 
they authenticated (smartcard, password, one-time-password, token). Whilst in the long 
run in seems likely that assurance information will be embedded within a user’s creden-
tials, rather than a property of a given instance, the only currently practical mechanism is 
to model assurance levels on a per-instance basis,

Account Migration
We currently assume that all Unix accounts will be authenticated to via the DICE KDC, and 
owned by identities in the INF.ED.AC.UK realm. As the pervasiveness of the central EASE 
authentication scheme grows, it’s likely a demand will arise to be able to authenticate par-
ticular users, or classes of users, through the EASE KDC. Implementing this requires two 
separate steps. Firstly, we have to be able to model a list of Kerberos principals which can 
have access to a given account. Secondly, we need to be able to specifiy a ‘default’ princi-
pal which should be used to authenticate a user in the situation where they just enter a 
username.

A Proposed Solution

In order to remedy these issues, a reworking, both of the Account Management system, 
and of the organisation of the underlying LDAP directory, is proposed. 

General Principles
The fundamental guiding principal of this rethink is to distribute the process of account 
management further. The plan is to leverage the success of the existing roles and capabili-
ties scheme to perform creation of account elements close to the services on which those 
elements reside, rather than having everything driven by a single, monolithic, service.

This means that there end up being a number of separate processes which co-operate 
with each other in order to create, and update, accounts.



• A Database syncronisation script is responsible for ensuring that there is an LDAP record 
for all of our local users by replicating out of the School Database into LDAP, but per-
forms no direct account creation tasks. This script runs regularly, in an unattended fash-
ion

• Service syncronisation scripts (one or more per service), are responsible for creating en-
tries for those users in subsidiary databases. These scripts use capability entries to de-
termine whether to add a user or not, and pull details from the LDAP record in order to 
perform these updates. In our current model, individual service syncronisation scripts 
would exist for LDAP (to create Unix accounts), Kerberos and AFS. These syncronisation 
scripts would also run automatically, without user attention.

• Account provisioning scripts (a replacement for the current ‘accgen’) would be used to 
update a user’s roles and capabilities, to turn on particular service entitlements. These 
scripts may prompt for, generate or otherwise obtain, other values such as additional ac-
count attributes and passwords.

We’ll return to consider this toolset in more detail later in this document, once the data 
model has been presented in detail. 

The Data Structure
In order to achieve the improvements outlined above, we’re considering some major 
changes to our current LDAP data structure. It’s worth initially considering the current data 
model, in particular looking at the different types of account we currently manage and the 
different aspects which we currently combine together in our ‘account’ object.

We currently have 3 different types of account

• User accounts - a traditional ‘account’ for a real human being. This will typically consist 
of white pages information, Unix account details, NFS filesystem information, Kerberos 
principal information, and data for our authorisation system

• System ‘agent’ accounts. These are accounts which allow programs or systems to per-
form actions against remote systems. Typically they contain Kerberos principal informa-
tion, and authorisation system data.

• Local accounts. These are accounts which exist purely on a particular system. These 
are not currently held in LDAP, and contain just the Unix details for a given account.

Within each of these account types we have a number of distinct sets of attributes. Our 
current model combines all of these sets of attributes together into a single object for each 
type of account, and therefore only permits a one-to-one mapping between these attribute 
sets. These attribute sets can be defined as follows:

• A Person consists of details such as the user’s firstname, lastname, office phone num-
ber, office location, preferred email address and similar White Pages data.

• An Account contains the data for a particular unix account. That is, the user’s system 
username, UID and GID. 

• An Identity contains authentication and authorization information. Identities will contain, 
at a minimum, a Kerberos principal used to authenticate the user, and the roles and ca-
pabilities associated with that identity.



In order to implement our new system, we require the ability to perform one-to-many map-
pings between each of these attribute sets, which strongly suggests that each of these 
should be an LDAP object in their own right. These mappings are as follows:

• It is conceptually possible that we might have more than one Unix account for a given 
user (for instance, where multiple infrastructures are supported), and likely that different 
Account records may be necessary for systems of different types. So, one Person may 
have many Accounts

• Supporting multi-tier authentication requires that a Person be able to have multiple iden-
tities. What is less clear is the relationship between an Identity and an Account. An 
Identity may not require it’s own account (for instance, where it has been defined just to 
provide web access), but will require one where it’s a super user identity, and privilege 
separation is required. So, it would seem logical that an account belongs to an identity, 
rather than the other way round.

The person object now seems like the logical top level entry - however this doesn’t work 
for accounts that aren’t associated with people. In order to provide a common root object, 
as well as giving the roles system somewhere to store the definitive role set for a given en-
tity, it is desirable to create a unit of identity that is common to all types of user. Lets call 
this unit an Entity. An entity is a monolithic unit of identity - it corresponds to a single user, 
or a single application within the system. An entity may have many sub-units of identity - 
for example, a user may have different identity aspects corresponding to the different 
means by which they access the system, and a complex application may have identity as-
pects for each distinct task it performs. A Person then becomes a particular type of Entity, 
with additional, person specific, attributes stored within the entity object.

This gives us the following logical structure:

Attributes and Schemas
The existing account attributes must now be subdivided between each object in this struc-
ture. Due to some client constraints it may be necessary for the same attribute to appear in 

Entity

Person

Identity Identity

Account



multiple objects, an issue that is discussed further in the section below. This list doesn’t 
cater for these clients, instead it just shows the primary location for each attribute.

Entity (standard): uid (key)
 primaryRoles
 secondaryRoles
 additionalCapabilities

Entity (person): Firstname
 Surname
 ... all other relevant white pages fields

Identity: krbName
 identityRoles
 identityCapabilities
 fixedRoles
 fixedCapabilities
 assuranceLevel

Account: uid (username)
 uidNumber
 gidNumber
 shell
 homeDirectory
 afsHomeDirectory
 permittedIdentities

Items in italics are attributes which do not exist in the current account model.

identityRoles: Contains the DNs of all of the roles assigned to this identity. This 
isn’t inherited from the Entity, as the list of assigned roles may be a 
subset of those assigned to the Entity

identityCapabilities: Additional capabilities assigned to this identity. Again, this isn’t inher-
ited from the Entity, as these capabilities may be selected from all of 
the capabilities assigned to it.

fixedRoles: This is a set of DNs of roles that are statically assigned to this iden-
tity. Unlike the identityRoles list, the user may not remove these 
roles, or assign them to other identities they own

fixedCapabilities As with fixedRoles, this is a list of additional capabilities which are 
statically assigned to this identity.

permitttedIdentities A list of DNs of all of the Identities which are permitted to access this 
account. Whilst the parent Identity will always be allowed access, 
this allows the use of multiple identities to access a single account.

assuranceLevel An indicator of the level of assurance required to access this ac-
count. Currently the only usage of this field is to set the KDC flags 
requiring pre, or hardware, authentication.



Mapping our Model into LDAP

So, we now need to consider how to map this data model into an LDAP directory tree. The 
primary problem here is that LDAP clients expect particular data models within the LDAP 
datastructure (for example, RFCxxxx which describes how a Unix account should be mod-
eled). This means that we couldn’t implement the structure shown above without duplicat-
ing information between records (for example, the user’s first and second name, which 
would be held as part of the Person component of the Entity object would also have to be 
present in the Account). In fact, any structure that we decide to use will require us to ad-
dress this issue of maintaining referential integrity.

Ignoring the integrity issue for a moment, it would appear that there are two different ways 
in which this structure can be mapped into LDAP. 

The first mapping retains the tree structure which we showed above, and creates an Entity 
object (and associated tree) for every user beneath ou=People. For example ...

The second mapping flattens the tree into a number of top level containers (such as 
ou=Entities, ou=Accounts, ou=Identities). The tree relationships are maintained via DN 
references between related items (so an Entity would have an attribute containing the DNs 
of all of its accounts, and an Account would have an attribute containing the DNs of all of 
its Identities).

ou=People

uid=sxw

krbName=sxw krbName=sxw/admin

uid=sxw

uid=jblogs

krbName=jblogs

uid=jblogs



The advantage of the first is that it is easier for humans to interact with via ‘standard’ LDAP 
tree browsing tools, however it does require that clients such as nss_ldap must perform 
more in depth search operations, and it doesn’t clearly separate management attributes 
which could be held centrally from operational ones which are required by client systems. 
The second provides this attribute division, at the expense of making the account tree hard 
to visualise, and adding the additional burden of having to maintain the referential integrity 
of all of the DN pointers.

Open Question: Which tree layout would be preferable?

Having considered the options for tree structure, let’s return to the issue of maintaining 
referential integrity for ‘normal’ attributes (excluding the DNs associated with the second 
approach above for the moment). There are two different approaches here, both of which 
require that the attribute have a primary location.

Our first option has the secondary ‘copies’ of the attribute being updated at regular inter-
vals by a script, which would work in a similar way to the current directory management 
tools. This has the problem that the secondary may not always be consistent with the pri-
mary one.

The second option is to update the secondary copies within the directory service itself. 
OpenLDAP now has a powerful overlay capability, which can be used to construct attrib-
utes by reference to other elements of the tree. Utilising this would make our directory 
highly OpenLDAP specific, but removes the issues of propagation delays that option one 
presents

Open Question: Which attribute propagation option is most feasible?

There is a final possibility, which addresses both of these issues. We could maintain a tree 
structure per account, as detailed in option 1 earlier, which contains a single copy of each 
attribute. We then also maintain a flattened structure for use by tools such as nss_ldap, 
with this flattened structure being automatically maintained through OpenLDAP overlays. 
This has a number of advantages, but it potentially doubles the size of the dataset, when 
that is replicated to non-intelligent slaves.

ou=Entities ou=Identities

ou=Accounts

uid=sxw uid=jblogs krbName=sxw krbName=sxw/admin krbName=jblogs

uid=sxw uid=jblogs



Open Question: How feasible is this combined option? What are the hidden gotchas 
when considering the data model expectations of ‘standard’ LDAP clients?

Tools and Workflow

Having examined the new data model, let’s now look at the tools which will be provided to 
manipulate it, and the management operations which will be performed through these 
tools.

Entities associated with People will be created by a database syncronisation process, 
which creates Entity information from data in the Divisional Database, and potentially from 
EUCLID or son-of-IDMS.
 
Identities may be created through multiple mechanisms
• Primary Identities are created through an account provisioning mechanism similar to the 

existing ‘accgen’ mechanism. This creates a primary Identity for the user, and populates 
that Identity with the same Role and Capability set as the parent Entity

• Secondary Identities (instances) may be created through a command line script, or via a 
web interface. An entity’s capabilities will control which instances may be created for it, 
and whether or not additional accounts may be created for these instances.

Accounts are created via a service syncronisation script, which triggers from the capabili-
ties contained within each Identity. If an Identity has the unix/account capability, then a UID 
will be assigned, and an Account object created.

Entries in other services are also created by service syncronisation scripts. These take the 
Entity, Identity and Account information contained within the LDAP, use the capabilities as-
sociated with a given Identity, and create entries in subsidiary databases for the user. The 
KDC is one of these subsidiary databases - the creation (and deletion) of a principal in the 
KDC is triggered by the addition (or removal) of an Identity from the LDAP tree.

Here’s how some common account management procedures would be implemented within 
this new system

Account Creation
As soon as an active entry for the user appears in the database, a top level Entity entry 
will be automatically created by the database syncronisation script. This will happen auto-
matically, and isn’t strictly part of the account creation process.

In order to create an account, a script is run specifying that account’s username (this can 
be wrapped within processes that create groups of accounts through LDAP searches). 

This script carries out the following actions:

• Creates an Identity entry for the user’s primary name.
• Adds the kdc/primary capability to the Identity (as a fixedCapability)
• Adds the account capability to the Entity (as a fixedCapability)
• Triggers the KDC and Account service propagation scripts



The KDC account syncronisation script creates entries in the KDC for all Identity objects 
with the kdc/primary capability (it will also create all of the instances in kdc/instance/
<instance>). It creates these with a random password

The Account syncronisation script will create an Account entry for all Identity objects with 
the account capability. It assigns a UID to the account, and sets it up with default, local, 
homedirectories.

The account creation script waits until these accounts are complete, and then

• Sets the KDC password for the user
• Sets the AFS or NFS homedirectory information in the Account object

The creation of all additional database entries for a new user, for example AFS PTS en-
tries and Jabber user database entries, is performed by service syncronisation scripts fol-
lowing the creation of the primary account. The creation of an NFS homedirectory would 
be performed by an NFS service syncronisation script running on the NFS server in ques-
tion. AFS homedirectories can be created by a generic AFS volume syncronisation script 
that uses the user’s role information to work out which fileserver to create the required vol-
ume on.

Note that these scripts require no access to the database, or to other non-Informatics serv-
ices. All required information is held within LDAP.

Account Deletion
Deleting the Account and Identity objects from the tree would cause the syncronisation 
scripts to delete all account entries for that user (including those on subsidiary services 
which would not currently be updated). 

Deleting the Entity object from the tree would cause all account information for that user to 
be removed

Role Management
Changes in a users primary Roles would be propagated from the database using the da-
tabase syncronisation script. Changes in secondary Roles would be performed, either us-
ing standard LDAP management tools (such as phpldapadmin), or by bespoke command 
line scripts. Note that only LDAP permission would be required for this, no database 
priviledges are necessary.

Password Change
Change of password is accomplished purely by interacting with the KDC. This can be per-
formed using standard KDC manipulation tools (such as ‘passwd’ or ‘kadmin’) or by be-
spoke tools which interact with the KDC,

Comments

This is a draft document - nothing in here is set in stone. If there are elements which ap-
pear confusing, mis-thought, or just plain wrong, please let me know!


